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Disclaimer

This document was prepared by Cybernetica AS as part of a procured project under Service Con-
tract No. ESTAT 2023.0400.

The opinions expressed in this document are those of the authors. They do not purport to reflect
the opinions, views, or official positions of the European Commission.

@‘ We encourage readers to provide feedback. If you would like to suggest corrections or im-
provements, or simply ask for clarifications, we are happy to hear from you. Please contact

us via email at joconde@cyber.ee.
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Executive Summary

The JOCONDE project is developing a specification for a Multiparty Secure Private Computation-
as-a-Service (MPSPCaaS) platform that will allow national statistical offices and partner organisa-
tions to jointly compute official statistics through cross-organisational integration of confidential
data. The platform layers Secure Multiparty Computation (MPC) inside Trusted Execution Envi-
ronments (TEEs) to provide strong cryptographic and hardware-level data protection. This doc-
ument reports on the prototype implementation of the JOCONDE System (System) and demon-
strates the viability of the MPSPCaaS concept through three test cases: scalability, functionality
and usability.

PROTOTYPE The prototype realises the Data Plane and Control Plane from the three-plane archi-
tecture specified in D4.3 System Specification and Architecture - Final version, the Management
Plane is omitted from the prototype. Fourteen components were implemented (Table 1) with
varying degrees of fidelity, ranging from complete implementations to proof of concept proto-
types or mocked services. The prototype has been designed as a modular system where compo-
nents can be iteratively developed or swapped out. The prototype implementation is intended
to be a scaffolding onto which a future operational system can be developed.

The Data Plane integrates two MPC Engine implementations based on Sharemind MPC protocol
suites: shared3p, which provides passive security in a three-party honest-majority setting, and
shared3a, which provides full-threshold active security. Both protocol suites run inside Intel TDX
trusted execution environments.

TESTING AND RESULTS Testing was organised into three test cases. TC-1 (scalability) benchmarked
the Data Plane in isolation on three statistical analysis use cases with various network configura-
tions and data set sizes. TC-2 (functionality) tested the integrated Control Plane and Data Plane
end to end, walking through the five D1.2 business processes (P2.2 through P3.3) via CLI scripts
and synthetic data. TC-3 (usability) documented the web-based demonstrator UL

The key takeaways of the scalability tests are the following: 1. a statistical analysis with 100 mil-
lion input records can be securely computed in 54 minutes in a LAN setting and in 78 minutes in
a network that is 10x slower, 2. the same analysis with active security is two orders of magnitude
slower, processing 2 million records took 4 hours and 10 minutes in a LAN setting, 3. the system
is expressive enough to implement more complicated analysis, such as fuzzy string matching or
time series analysis, but performance is an order of magnitude slower, 4. running MPC compu-
tations inside TEEs has a small overhead that depends on the exact secure analysis, for one use
case the overhead was smaller than the measurement error.

The measurement results demonstrate that the prototype meets scalability expectations and the
System is viable for computing real world official statistics on confidential data.

The functional test confirmed that the integrated prototype can execute the full computation task
lifecycle: CTS creation and consortium signing with cryptographic signatures, secret-shared data
upload by two input parties, MPC computation with three computing parties inside TEEs, output
retrieval and cleartext reconstruction by the output party. The reconstructed output matched the
reference baseline.

An additional goal of the prototyping process was to validate the architecture of the System and
identify and shortcomings before an operational System is developed. Recommendations for the
continued development of the System are enumerated in this documents conclusion.

JOCONDE D5.1 Demonstration Prototype 1.0
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The testing results validate the MPSPCaaS concept and the architecture of the System and the
work done to build the prototype lays a foundation for developing a future operational system.
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1 Introduction

1.1 Document Purpose

This deliverable constitutes the main output of Task 5 ("Build Demonstrator Prototype and Test
Functionality”) and presents the demonstrator prototype developed for the JOCONDE System.
Its purpose is to assess the practical applicability of the MPSPCaaS concept developed in the
earlier project tasks and to provide an evidence-based account of what has been built, what
has been tested, and what has been learned. The document describes the prototype realised
on the basis of D4.3 System Specification and Architecture - Final version, defines the test cases
used to evaluate it, and reports the resulting findings. Where the prototyping and testing work
exposed limitations, design gaps, or implementation trade-offs, these are documented together
with recommendations for subsequent iterations toward a production System.

1.2 Document Scope

This document covers three main topics: (1) the demonstrator prototype, including what was
built and the rationale for its scope; (2) the test methodology and test cases used to evaluate
the prototype; and (3) the resulting findings, including design lessons and recommendations for
further development toward a production system.

The scope of the deliverable is limited to the demonstrator prototype as realised for the purposes
of the project, the evaluation framework used to assess it, and the findings drawn from that
evaluation. It therefore includes a sufficiently detailed implementation overview to contextualise
the software under evaluation, but it does not aim to provide exhaustive technical documentation
of all software components or deployment artefacts.

The deliverable also defines the test inputs, environments, and evaluation criteria needed to
interpret the reported results. Supplementary materials supporting reproducibility, including the
exact test artefacts and execution materials, are supplied separately through the source code
repository to enable independent execution and verification of the reported test cases.

1.3 Document Structure

The document is organised to move from the prototype itself to the evaluation approach, then
to the individual test cases, and finally to the resulting conclusions. This progression is intended
to make the argument of the report easy to follow: first, what was built; second, how it was
evaluated; third, what the evaluation showed; and fourth, what those findings imply for the future
development of the System.

Chapter 2 introduces the demonstrator prototype and explains how its scope and components
relate to the architecture defined in D4.3, while Chapter 3 establishes the evaluation framework,
including the test environments and reproducibility provisions that underpin the assessment.
Chapter 4 then brings together the three complementary test cases that make up the evaluation
campaign: TC-1 on scalability, TC-2 on functionality, and TC-3 on usability. Finally, Chapter 5 syn-
thesises the main findings across the test campaign and translates them into recommendations
for subsequent iterations toward a production System.

JOCONDE D5.1 Demonstration Prototype 1.0
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1.4 Document audiences

This document is intended for a multidisciplinary audience involved in the development, evalu-
ation, and future operationalisation of the JOCONDE System. Because the material spans archi-
tecture, implementation, testing, and stakeholder-facing evaluation, readers may wish to focus
on the parts most relevant to their role. The following reading guide is intended to support that
navigation:

+ Technical implementers interested in reproducing or extending the prototype should fo-
cus on Chapter 2 (prototype implementation overview) and the reproducibility provisions in
Chapter 3.

+ MPC and TEE specialists assessing scalability and security properties should concentrate on
the scalability test case (TC-1) in Section 4.1.

+ Statisticians and domain experts from the ESS, evaluating whether the prototype supports
real-world use cases, should look at the functional test cases (TC-2) in Section 4.2 and the
usability assessment (TC-3) in Section 4.3.

+ Legal and data protection professionals concerned with how the prototype handles Re-
stricted Data will find relevant context in the prototype scope (Section 2.2) and the test method-
ology (Chapter 3).

+ Eurostat and other decision-makers may use the results and recommendations in Chapter 5
to inform decisions on the path toward a production System.

JOCONDE D5.1 Demonstration Prototype 1.0
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2 Prototype implementation overview

A prototype was developed to assess the feasibility of the System in the key technical areas identi-
fied by the project. The prototype is a minimal but faithful realisation of the architecture specified
in D4.3. It is not a candidate for production deployment, because important functional and se-
curity aspects are intentionally simplified. Nevertheless, the prototype and its evaluation in the
subsequent test cases provide evidence for the viability of the overall system concept.

2.1 Implementation strategy
The prototype was developed with four main goals in mind:

1. Assess scalability characteristics: estimate the data volumes that the System can process
and the kinds of analysis that can be performed securely.

2. Assess design suitability: identify issues in the system architecture described in D4.3 System
Specification and Architecture - Final version before committing to a production build.

3. Assess stakeholder acceptance: solicit feedback on the design from stakeholders, including
Eurostat, potential test users, and the trust-building audiences identified in D6.1.

4. Support future iterations: lay the foundation for subsequent development iterations to-
ward an operational system.

Based on these goals, a set of functionalities and capabilities was identified for implementation
in the prototype with a high degree of accuracy and fidelity relative to the architecture in D4.3
System Specification and Architecture - Final version. The first three goals were translated into the
test cases described in Chapter 3. Those test cases, in turn, formed the basis on which the scope
of the prototype was refined through consultations with Eurostat.

The fourth goal emphasised the evolutionary quality of the prototype. To ensure that the imple-
mented system could serve as a foundation rather than as throwaway code, it had to act as a
skeleton of the target architecture. This required up-front engineering effort to focus on mod-
ularity and compartmentalisation so that the prototype would structurally mirror the intended
design.

Development effort was concentrated on the functionalities that were directly subject to testing,
while other components, such as external dependencies and non-critical paths, were simplified
or mocked. Modular interfaces were used to isolate novel or higher-risk functionality. As a result,
the prototype can be taken forward iteratively, with mocked components replaced by production-
grade implementations piece by piece as the system matures.

2.2 Prototype scope

This section describes what the prototype covers, and what it omits, relative to the full System
architecture specified in D4.3 System Specification and Architecture - Final version.

The prototype retains the governance model, in which the System components are distributed
over several organisational domains. The implementation is generic in that it does not prescribe
a single deployment scenario but rather enables configurations to support different evaluation
purposes. For example, the number of Clients and Computing Parties (CPs) in a deployment is not
constrained to a certain amount. To make use of the prototype requires fixing and orchestrating

JOCONDE D5.1 Demonstration Prototype 1.0
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an appropriate test bed similar to the test environments described in Section 3.2.

The functionality of the prototype is a slice representing the core workflow, from Computation
Task Specification (CTS) creation to the retrieval of Output Data, in order to represent the steps
taken by end users with sufficient fidelity. Hence the concentration of functionalities is equally
divided between the Data Plane and Control Plane. The Management Plane is touched on a sur-
face level, mostly covering the internal mechanisms necessary for the Control Plane to function.
A high level summary of functional coverage respective of each Plane is provided next, followed
by technical implementation details of components and integrations in Sections 2.3 and 2.4.

The functionality of the prototype is a slice representing the core workflow, from CTS creation to
the retrieval of Output Data, in order to represent the steps taken by end users with sufficient
fidelity. Hence the concentration of functionalities is equally divided between the Data Plane and
Control Plane. The Management Plane is touched on a surface level, mostly covering the internal
mechanisms necessary for the Control Plane to function. A high level summary of functional
coverage respective of each Plane is provided next, followed by technical implementation details
of components and integrations in Sections 2.3 and 2.4.

DATA PLANE To realise the Data Plane functions, the prototype integrates two MPC Engine real-
isations, the Sharemind TEE Software Development Platform (TSDP) framework for interfacing
with the TEE platform, and Wireguard for securing communications between Computation Task
Virtual Machines (CT VMs).

The integration of MPC Engines demonstrates the modular interface introduced in Appendix
C of D4.3 System Specification and Architecture - Final version. While the prototype includes two
concrete variants, the implementation can be extended to other MPC frameworks.

TEE capabilities are realised through an external framework (TSDP) which serves as an abstrac-
tion for vendor specific TEE facilities The prototype incorporates an early version of the frame-
work, and thus is constrained to only Intel TDX as the supported TEE platform.

CoNTROL PLANE The Control Plane implementation can carry out the Computation Task (CT) life-
cycle in the multi-tenant and distributed setting. In the consolidation phase, Computation Task
Artefacts (CT Artefacts) are appropriately exchanged between Service Nodes, and reflected in
the user interface views of Clients. The CT Artefacts are later used in the instantiation of a CT to
resolve the Algorithm and I/0 details.

Significant parts which are left unimplemented are automated provisioning of CT VMs and prop-
agation of Computation Task Telemetry (CT Telemetry). Whereas the provisioning and teardown
shall be an integration of the System and the Cloud Platform API, that integration is out of scope.
In the prototype this gap is addressed by requiring manual interaction for deploying the VM. The
absence of CT Telemetry means that Clients are not able to monitor the progress and status of
an instantiated CT via the user interface. Logs may be extracted from the CT VM manually as a
substitute.

MANAGEMENT PLANE The prototype omits the dynamic element of the Management Plane, in
which Clients and CPs could be added and removed from the System over time. It is assumed
instead that all Service Nodes are collectively deployed and statically configured, representing a
fixed state of the System. In general this simplification applies to other operational aspects which
pertain to the System level as well, e.g. system-wide policy and certificates.

JOCONDE D5.1 Demonstration Prototype 1.0
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Auditing capabilities are implicitly in scope of the prototype, as it is possible to inspect the System
Logs and Computation Task Log (CT Log).

The prototype does not support more than one Client Node per Client, meaning e.g. that CT
operations such as CTS creation and Input Data upload must be carried out through the same
Service Node.

In operation, the prototype implements Management Plane functionalities such as policy eval-
uation, Service Node authentication and role based access control. Integration with an external
User Identity Provider system is out of scope, hence the prototype does not distinguish individual
Users and roles thereof.

2.3 Overview of components

Table 1 provides an overview of the components developed for the prototype. Components are
referred to by the names used in the architecture description (see Section 4.2.1 in D4.3). Most ar-
chitectural components have a counterpart implementation, although some are merged into an-
other closely related component and others are left unimplemented. The software also contains
intentional simplifications and mocked functionality, which result in different levels of maturity
and completeness relative to the specification. This quality is described in the table as implemen-
tation fidelity.

Table 1. Prototype components

Component Implemented as Technology Fidelity
Artefact Manager microservice Go high
Artefact Store data model etcd high
Computation Task Orchestrator application Rust medium
Deployment Controller microservice Go stub
IO Service microservice Rust medium
Node API Server middleware Go low
Node Identity Manager part of Artefact Manager low
Node Identity Store data model etcd medium
Node Role Store data model etcd medium
Payload Data Store filesystem access mock
Service Portal front end application React medium
System Policy Engine policy definitions Rego proof of
concept
Task Policy Engine part of Computation Task medium
Orchestrator
TEE Gateway middleware Rust medium

Telemetry Manager

Telemetry Store

JOCONDE D5.1 Demonstration Prototype

15.05.2026

not implemented

not implemented

1.0
12743



D-16-1232
Public

2.4 Overview of integrations

Integrations with external systems and software were implemented selectively, with priority
given to those that carried higher design risk. Relative to the full specification, a number of in-
tegrations were omitted or simplified in order to support rapid prototyping. The resulting devi-
ations are listed in Table 2.

Table 2. Integration deviation matrix

Integration

MPC Engine

Wireguard

Nftables

Object storage

Cloud Platform
API

User Identity
Provider

Email

Would-be behaviour

manifest is used to download
packages

a common data representation is used
to communicate application data to
the client activations (upload and
download)

TEE Gateway dynamically configures
peer identities based on the CTS

IO Service dynamically configures
peer identities based on the CTS

external access to CT VM is configured
based on the CTS

payload data is kept in S3-compatible
object storage in encrypted form

Deployment Controller provisions VMs
on cloud infrastructure

Deployment Controller configures
endpoints and routing

Service Portal directs User to log in
through corporate SSO

Artefact Manager authorises Users

Users are sent notifications of CT
lifecycle events

2.4.1 MPC Engines

Prototype solution

MPC Engine packages are baked into
images (docker, CT VM)

Input and Output Data is supplied in
an MPC Engine specific data
representation

configuration is baked into the CT VM
image

configuration is a static part of
deployment

no IP access restrictions are applied
(insecure)

payload data is stored on disk

mocked by manual invocation of
QEMU to deploy appropriate CT VM
instances

static networking setup

not implemented

not implemented

not implemented

The two MPC Engines included in the prototype are both based on Sharemind MPC. shared3p is
a suite of protocols in the three-party honest-majority passive-security setting, while shared3a is
a suite of protocols in the dishonest-majority active-security setting. The protocols in shared3a
are based on authenticated secret sharing using information-theoretic message authentication
codes, originally introduced in the SPDZ protocols [1]. These protocols require securely gener-
ated correlated random values; in shared3a, these are generated using the Overdrive [2] precom-
putation protocol from the MP-SPDZ framework [3]. Further discussion on the security properties
of MPC protocols can be found in D2.7 Technology Survey and Analysis [4].

JOCONDE D5.1 Demonstration Prototype 1.0
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3 Test methodology and organisation

This chapter describes how the prototype was tested. The overarching goals, constraints, and
criteria for testing were set in consultation with Eurostat. Test cases were formalised by drawing
on this input and the usage scenarios from D1.2, covering scalability, functionality, and usability.
Test cases guided the scope of the prototype implementation and enabled the clarification of
other technical aspects of testing such as deployments and reproducibility requirements. The
interdependencies of these artefacts is illustrated on Figure 1.

Tender c ltati
specification onsultations

! !

e Goals
¢ Constraints
¢ Validation criteria

* Verification criteria Test results

Deployment and
S N environments takeaways

Technical
Implementation
Report
(components,
integrations)

Test Cases

|
z : (3) —_—
| Prototype

Task 1 > scope

use case
specification

|
|
|
| D5.1 content

Test development and —
: testing —
Task 4 1\ \L
architecture )
specification Prototype development
N

| |
| |
| |
| Test I
| reproducibility |
| materials Source code |
| |
| |

code repository

N - — '

Figure 1. Development and testing artefact flowchart

3.1 Overview of test cases

A test case is a self-contained evaluation scenario that checks whether the prototype meets
a specific quality requirement. Each test case defines what is tested, how it is tested, against
which criteria, and using which data. All test cases use synthetic data that emulates real-world
operational conditions; no confidential statistical data is used.

JOCONDE D5.1 Demonstration Prototype 1.0
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Table 3. Overview of test cases

Test case Dimension Deployment Interface Acceptance basis

TC-1 Scalability Benchmark (Data Plane Test harness Scalability target
only)

TC-2 Functionality Integrated (Control + Data CLI scripts D1.2 processes P2.2, P2.3,
Plane) P3.1,P3.2,P3.3

TC-3 Usability Integrated (Control + Data Web UI User workflow completion
Plane)

Test Case 1 (TC-1) - Scalability.
TC-1 (Section 4.1) measures how the Data Plane performs under increasing data volume. It
runs the three business use cases from D1.2 Usage Scenarios and System Requirements - Final
version, Chapter 8 - UC-1a (exact matching of population registers), UC-1b (fuzzy matching),
and UC-2 (roaming MNO data analysis) - as MPC algorithms on the benchmark prototype.
The target: core set operations on input datasets of up to 100 million rows and 40 columns
should complete within 72 hours on commercially available hardware.

Test Case 2 (TC-2) - Functionality.
TC-2 (Section 4.2) checks whether the integrated prototype can execute a CT end-to-end. It
walks through the five business processes from D1.2 Usage Scenarios and System Requirements
- Final version [5] that the prototype supports:

« P2.2 - Create CTS draft,

« P2.3 - Consolidate CTS,

* P3.1- Prepare and upload Input Data,
* P3.2 - Perform computation,

* P3.3 - Retrieve Output Data.

Acceptance criteria come from the process descriptions in D1.2, Chapter 6. CLI scripts drive
the tests through the prototype’s API.

Test Case 3 (TC-3) - Usability.
TC-3 (Section 4.3) documents the web-based demonstrator UI and the workflow it supports.
The UI covers the same five processes as TC-2 but through a graphical front-end. Conducting
end-user testing with external organisations is outside the scope of this deliverable; we de-
scribe the test procedure and relevant prototype capabilities so that such testing can happen
later.

3.2 Deployment environments

Tests are run on specific deployment setups, which may vary in the selection of components
or their placement in infrastructure. A general distinction can be made between two types of
configurations:

Benchmark deployment
Involves a minimal component set for isolated execution of the Data Plane. It is used to col-
lect performance metrics of Algorithm executions and assert correctness in a controlled and
reproducible manner. This configuration is non-interactive and is meant to be used with a
test harness.

JOCONDE D5.1 Demonstration Prototype 1.0
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Integrated deployment
Represents a functional deployment, which integrates the Control Plane and Data Plane. Itis

used for end-to-end validation of the CT lifecycle, and can be used for automated or manual
testing.

The benchmark deployment was separated to bypass the complex setup of the full workflow,
leading to simpler instrumentation and automation.

Testing was conducted in a lab setting on several infrastructure arrangements within Cybernet-
ica's premises. We enumerate them as follows:

LAB1
Describes a cluster of three co-located servers which are purposed to run dedicated MPC
workloads. Each of the servers has two Intel Xeon E5-2640 v3 8-core CPUs (16 cores in total)
and 128 GB of system memory. All three have dedicated 10 Gbit/s network links between
each pair.

LAB2
Describes

1. a cluster of three Intel TDX-enabled servers, each has two Intel Xeon Silver 4510T 12-core
CPUs (24 cores in total) with 256 GB of system memory;

2. a cloud virtual machine;

3. an end-user device.

All of the devices are network accessible to one another. The three cluster servers are con-

nected to a network switch with a 1 Gbit/s link. Additionally, all machines are centrally ad-
ministrated by the test organiser.

Table 4. Concrete deployment snapshots

ID Type Data Plane Infra. VM Usedin
B-M-LAB1-BARE Benchmark MPC LAB1T no TC-1 MPConly
B-M-LAB2-BARE Benchmark MPC LAB2 no TC-1TEE comparison

B-MOT-LAB2-VM Benchmark MPC + TDX + Wireguard LAB2 yes TC-1TEE comparison
I-MOT-LAB2-VM Integrated MPC + TDX + Wireguard LAB2 yes TC-2/TC-3
I-M-ANY-VM Integrated  MPC + Wireguard Any yes TC-3 with mocked TEE

Table 4 lists the concrete deployment snapshots that were used throughout testing.

TC-1 makes use of three deployments. B-M-LAB1-BARE is used to observe the scaling of the
MPC Engine across the whole suite of use cases, input sizes, and network parameters. B-MOT-
LAB2-VM is used to iterate on these results by running some samples in the representative MPC-
over-TEE setting to estimate the overhead applicable to the real System. Those samples were
subsequently tested on B-M-LAB2-BARE - the same infrastructure, but outside of a TEE VM - to
provide an accurate comparison.

Testing of TC-2 was conducted on I-MOT-LAB2-VM. The LAB2 infrastructure was utilised as shown
on Figure 2. Three Computing Nodes run on separate cluster machines hosting the CT VMs. The
System Operator (SO)'s Root Service Node runs in a separate cloud virtual machine. Two Client
Nodes run on the test executor’'s machine as containers.

JOCONDE D5.1 Demonstration Prototype 1.0
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TC-3 can reuse I-MOT-LAB2-VM, however in the absence of the specific lab environment may
also be run on a simplified deployment without affecting the test. One aspect that may not be
necessary for the usability test is true TEE capability. Hence Table 4 lists a mock variant I-M-
ANY-VM, which avoids the need to replicate the full LAB2 environment and procure dedicated
TDX-enabled hosts. TC-3 also requires the Service Portal (Table 1) to be deployed. When con-
ducting the test, each user must have access to its own Service Node instance. The Client- and
SO-specific processes must be executed using certificate-bound Client Nodes and Root Service
Node respectively. The Clients must be able to define (or be provided with) the Algorithm and
prepare Input Data that is specific to the used MPC Engine. The test must be conducted using
the modern web browser.

Root Service Node Computing Node
Infastructure ' Cloud VM EEI
Container E /
Artefact I | - Node API Server
TEE : Manager - etcd
communication path : \ Computing Node
Wireguard network B
legend
|
End-user device / \
A | i — | —— N Computing Node
: A D | ; TDX-enabled host
Artefact H | - Node API Server :
Manager - etcd
A ! - Node API Server (H [ Deployment
- 10 Service H ‘*-C-“-e_rlt__B ___________________ ‘ - etcd Controller
- MPC Engine :
0 - Wireguard ,
\ Client A g CT WM
At It It ’ TDX VM
- TEE Gateway
Test script - Computation Task Orchestrator
OR - MPC Engine
Ul (Service Portal) - Wireguard

Figure 2. I-MOT-LAB2-VM deployment diagram

3.3 Reproducibility and independent verification

Materials for reproducing tests are available at the prototype source code repository: https:
//code.europa.eu/eurostat/joconde. Guides for each test case can be found in the respec-
tive directory under /test/, documenting system requirements, deployment procedures, and
execution commands.
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4 Test cases

4.1 TC-1: Scalability

The scalability test case gives an estimate of how a future operational System would perform
on various data sets, analysis algorithms and deployment scenarios. We measure system per-
formance on three example use cases that differ in the complexity of the secure data analysis.
Three different network settings, two security settings and multiple data set sizes are compared.
Using these measurement results, one can extrapolate how the operational System would per-
form in a real use case. The use case implementations also demonstrate the programmability of
the System and which kinds of secure analyses are possible.

The benchmarks are performed using the Data Plane in isolation as the performance of the Con-
trol Plane and Management Plane are not affected by data volume or choice of Algorithm. The
measurement results reported below also do not include the TEEs, the overhead of using TEEs is
reported in Section 4.1.4 separately.

Three example use cases are implemented and measured to illustrate how performance differs
based on the complexity of the statistical analysis. The use cases are listed in Table 5 with a
brief description, the full descriptions of each use case are given in D1.2 Usage Scenarios and
System Requirements - Final version, Chapter 8. All use cases are implemented using the SecreC
programming language with additional functions imported from the Sharemind MPC Analytics
Engine SecreC library.

Table 5. Use cases for demonstrating system scalability

Use case Description

UC-1a Intersection size of population registers by exactly matching records.
UC-1b Intersection size of population registers by combining exact and fuzzy matching.
ucC-2 Join and filter mobile network operators’' roaming data for tourism statistics.

TEST ENVIRONMENT The MPC performance measurements are done in the deployment environ-
ment LAB1 (see Section 3.2). Traffic shaping is used to simulate network conditions with lower
bandwidth and higher latency. Three different networks settings are created:

1. 10 Gbit/s bandwidth with 2 ms round-trip time (RTT) to simulate a deployment with dedicated
network links between servers or deployment in closely located data centres,

2. 1 Gbit/s bandwidth with 2 ms RTT to estimate the effect of constrained bandwidth on per-
formance,

3. 1 Gbit/s bandwidth with 20 ms RTT to estimate the effect of increased latency on perfor-
mance.

The RTT includes latency in both communication directions. The network shaping parameters
are idealised values, real network throughput measured with iperf is 8.95 Gbit/s for 10 Gbit/s
ideal bandwidth and 912 Mbit/s for 1 Gbit/s ideal bandwidth. The real RTT measured with ping
is 2.31 ms for 2 ms ideal and 20.3 ms for 20 ms ideal RTT.
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SECURITY OF USE CASE IMPLEMENTATIONS The use cases have been implemented in SecreC, Share-
mind MPC's language for secure data processing. The SecreC language hides the cryptographic
complexity of MPC protocols and simply denotes data as either protected or unprotected. The
language’s type system enforces that only secure protocols are used for computing on protected
data. Protected data can not be made unprotected without explicitinstruction. When implement-
ing the analysis algorithms, it is easy to ensure that secret inputs are stored in protected data
types and are not unintentionally opened to public values.

The use cases are implemented using protocols from shared3a and shared3p which provide active
security and passive security respectively. These protocol suites were introduced in Section 2.2.
The security goals of the System can be found in D1.2 Usage Scenarios and System Requirements -
Final version [5]. An explanation of the security properties of MPC protocols can be found in D2.1
Technology Survey and Analysis [4].

CORRECTNESS OF SECURE COMPUTATION As a baseline for correctness, the use cases are imple-
mented in Python with plain text processing, such that the use case algorithm can be easily
verified. The Python baseline is used to find the expected output of the secure implementation.
When benchmarking the MPC implementation of the use cases, the output is compared with the
expected output. The baseline implementations in Python are to be open-sourced along with the
secure implementations in SecreC.

Additionally, the functions of the SecreC standard library, that are used to implement the use
cases, are unit tested for correctness. The tests are executed after any update to the underlying
MPC protocols or the SecreC standard library itself.

Many of the MPC protocols used in shared3p and shared3a are formally proven correct in the
publications where they were introduced. The citations to the protocols used in Sharemind MPC
can be found in D2.7 Technology Survey and Analysis [4].

4.1.1 UC-1a

In use case 1a, two Input Parties (IPs) have sets of population records where each row is a person
registered in the input party's country. The Output Party (OP) will receive the number of records
that exactly match between the two input sets.

This use case was implemented in both passive security using the shared3p protocol suite and
full-threshold active security using the shared3a protocol suite.

4.1.1.1 Test Data

The input records contain the following fields:
« date of birth in the format YYYY-MM-DD,
* three letter birth county code in the ISO 3166-1 alpha-3 format,
+ gender marker M/F/X,
+ full name.

A Python script is used to generate synthetic test data sets in various sizes. Names are picked
from a sample set of English language names. The gender markers are picked such that 'M’
or 'F' are chosen with probability 0.493 and ‘X’ with probability 0.014. The three letter country
codes are picked from a biased distribution of EU countries where one country is picked with
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80% probability and the remaining country codes with uniform probability. The date of birth is
picked uniformly such that the ages are between 0 and 95.

The first data set is generated completely based on the described probability distributions with
country codes biased towards 'EST'. The second data set is generated based on the following
rules:

* 1% of the records are exact copies of a record in the first data set,

* 1% of the records are from the first data set but modified slightly: either the gender marker
has been flipped from 'M’ or 'F' to ‘X’ or the other way, or the name has been modified through
the replacement, addition or deletion of one character,

+ 4% of the records are from the first data set but with names modified by two to four charac-
ters,

+ the remaining 94% of records are unique to the second data set and are generated based on
the probability distributions of the fields with the country code biased towards 'SWE'.

4.1.1.2 Algorithm description

The general blueprint for securely finding the intersection of private data sets is the following: 1.
secret share the data sets, 2. securely shuffle each data set, 3. securely compute a cryptographic
hash on each record 4. open the hashes and 5. find the intersection by matching the hashes in the
open. This blueprint underlies most database merge and aggregation operations in Sharemind
MPC. In Sharemind MPC’s passively secure database protocols, AES encryption using a secret
shared encryption key is used instead of a cryptographic hash, these protocols are described
in [6]. In the actively secure protocols, the randomised Poseidon2 [7] hash function is securely
computed on secret shared inputs.

By computing the cryptographic hash of each record under secret sharing, we can transform the
problem of comparing secret shared records into comparing hashes in plain view. Since cryp-
tographic hashes are infeasible to invert, the underlying record can not be found from a corre-
sponding hash. Because the hash function is also randomised, a lookup table for inverting the
hashes can not be computed either.

The secure shuffling step is required for the case where an IP is also a CP. In such a case, the
party would know which rows of the hashes of their input set have an exact match in the other
input set. If the input sets were not irreversibly shuffled, the party could determine which of their
plaintext records also appear in the other party’s input set.

In the actively secure case, the data sets are secret shared by the input parties by first computing
a SHA-256 hash of each record and then secret sharing the hash as 4 elements of a 64-bit prime
field. Note that the hash is still considered secret data and is secret shared for upload. For active
security, secret sharing requires computing information theoretic message authentication tags
for each secret shared value. This requires an interactive protocol between the IP and the CPs.
The input uploading time is not included in the processing time reported below.

In the passively secure case, the IPs create a binary secret sharing of their data set and upload
the shares to the corresponding CPs. The name field is truncated to 34 characters. The time to
upload secret shares to the CPs is not included in the processing time that is reported below.

The binary secret shared records are 50 bytes long, which is too long to fit into a single AES block.
To reduce the length of the records to the size of an AES block, a universal hash (128-bit Carter-
Wegman hash) is computed on the secret shared records. With large input sets, this hash can
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have collisions, which will resultin incorrectly reported matches between records. This introduces
a small correctness error for large input sets. The error can be mitigated by computing a stronger
hash function at the IPs before data upload, as is done in the actively secure case.

4.1.1.3 Results

The processing time of use case 1a can be seen in Table 6, more results are illustrated in Figure 3.
The data size dimension refers to the number of records in both input sets combined, processing
time refers to time taken by the CPs to perform the MPC protocols and produce the secret shared
output. Input data upload is not included in the processing time. To process 100 million records
combined (50M per IP), takes 54 minutes using passively secure MPC in the fastest network set-
ting. Reducing network bandwidth 10x and increasing latency 10x increases processing time by
44%, to 1 hour and 18 minutes.

The actively secure implementation is two orders of magnitude slower than the passively secure
implementation. The majority (over 90%) of computation time in the actively secure process is
taken up by generating the correlated random values using a cryptographic precomputation
protocol. The precomputation protocol is executed in parallel instances such that the CPU’s cores
are maximally utilised.

The hockey stick shape of the computation time graph for UC-1a with shared3a is explained by
the precomputation protocol which works in fixed sized batches. Even if only a small number of
correlated random values are needed, an entire batch (1965600 values) is generated. The batch
size parameter of the protocol has implications for the protocol’s security and is thus not trivial
to modify.

To compute the use case with 2 million input records, 915.4 million multiplication triples are
required. In the 10 Gbit/s network setting, generating these triples took 14133 seconds (3 h 56
min), the entire computation took 14984.5 seconds (4 h 10 min). The generation of multiplication
triples and computing the analysis algorithm happen in parallel, so if the triples were generated
in advance, the combined computation time would be larger. If the triples were generated in

Table 6. UC-1a processing time in seconds, data size is the number of records in both input sets
combined

Data Size 10 Gbit/s, 2 ms 1 Gbit/s, 2 ms 1 Gbit/s, 20 ms

Passive Security (shared3p)

20k 0.93 1.17 2.68
200k 6.92 9.97 11.6
2M 67.0 93.9 97.0

100M 3234.5(53 min55s) 4595.1 (1 hour 17 min)  4654.4 (1 hour 18 min)

Active Security (shared3a)

2k 31.7 65.3 83.5
20k 160.5 329.6 404.5
200k 1449.5 (24 min 10 s) 2988.3 (49 min 48 s) 3624.9 (1 hour 25 s)
2M 14984.5 (4 h 10 min) 30915 (8 hours 35 min) 37333 (10 hours 22 min)
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Figure 3. Total processing time of use cases, input records indicates total number of records in all
input sets combined, both scales are logarithmic.

advance, they would take up 22 GB of storage at each CP.

The actively secure implementation produces outputs that match exactly with the Python base-
line for all input sets. The passively secure implementation outputs more matches than the
Python baseline because of the hash function collisions mentioned earlier, 1039 instead of 1031
for 200K input records.

4.1.2 UC-1b

Use case 1b is a modification of use case 1a where instead of counting exact matches between
input data sets, a more complicated logic is used. Two records can still be considered to match
if their name field differs only slightly or if the gender marker changes from X to M or F. The
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purpose of the matching logic is to cover cases where a single person could have been recorded
in the two population registers differently.

This use case is only implemented in the passive security setting.

4.1.2.1 Test Data

The test data for use case 1b is the same as for use case 1a, see Section 4.1.1.1 for details.

4.1.2.2 Algorithm description

There are many approaches to deciding whether two transcriptions of a name are similar enough
to conceivably refer to the same person. One could quantify the difference between two tran-
scriptions using Hamming distance or Levenshtein distance and set a threshold under which two
records are considered equal. Or to encode the names such that slight spelling differences re-
sult in equal encoding, for example, using the Soundex code [8]. As an example, the last name
"Kdbler” could be transcribed as "Kobler” or "Koebler”, the fuzzy matching logic should consider
these three as equal.

We consider the scenario where the names in the input data sets are already transliterated to
ASCII characters but the exact transliteration procedure could differ.

The fuzzy name matching logic implemented in this use case is a limited version of Levenshtein
distance which considers two names as matching if they differ by:

* one character being substituted by another,
* one character being included or excluded,

* one character being substituted by two characters.

This is sufficient to cover the case of the example last name from earlier. This limited Leven-
shtein threshold is more efficient to securely compute than the full Levenshtein distance. In a
real deployment of the JOCONDE Solution (Solution), a more precise analysis of the logic of the
Algorithm can be performed and an efficient secure implementation developed. For the purpose
of demonstrating the capabilities of the Data Plane, the contrived matching logic is acceptable.

Since the names are transliterated to ASCII characters, it can be assumed that the initials of the
transliterations match exactly. The IPs add the initials of the names to their input data sets before
secret sharing and upload. The initials are capped at two characters, middle names and multiple
last names are ignored. For example, "Jakob Hans Kobler” results in the initials "JK".

The complete workflow of the use case solution is as follows:

1. securely group the records by date of birth, birth country and initials in a manner similar to
UC-1a,

2. get pairs of possibly matching records by computing the Cartesian product in each group,
3. securely filter the pairs by whether the gender markers are compatible,
4. securely compute the fuzzy matching between the pairs.

The result is a table of pairs of records that have exactly matching date, country of birth and
initials, compatible gender markers and names which differ only slightly. The analysis outputs
the number of such pairs.
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4.1.2.3 Results

The processing time of use case 1b can be found in Table 7, with more data points illustrated in
Figure 3. The processing time in this case is bottlenecked by time spent on local computation,
as a result, with larger data sets, network conditions affect the processing time little. To process
20 million input records (10M per IP), the implementation takes 1 hour and 56 minutes in the
fastest network setting.

Due to the more complex matching logic, the UC-1b implementation is around one order of
magnitude slower than the UC-1a implementation on the same data sets.

With 20 million input records, after grouping the records based on initials, date of birth and
country code, there are 1.37 million pairs of records that have to be compared using the gender
and name matching logic. Of the 1.37 million pairs, 242 299 were matches.

The output of the secure computation matches exactly with the output from the baseline Python
implementation.

Table 7. UC-1b computation time in seconds, data size is the number of records in both inputs com-
bined

Data Size 10 Gbit/s, 2 ms 1 Gbit/s, 2 ms 1 Gbit/s, 20 ms
20k 7.45 7.59 16.4
200k 50.3 49.9 63.0
2M 489.0 (8 min 9s) 559.9 (9 min 20 s) 517.3 (8 min 37 s)

20M 6947 (1 hour 56 min) 8008 (2 hours 13 min) 7490 (2 hours 5 min)

4.1.3 UC-2

In use case 2, three mobile network operators (MNOs) provide temporal records on inbound
roamers in their network. The goal of the use case is to aggregate the temporal data and cat-
egorise the records into tourists, long-term roamers and border residents and to compute his-
tograms on tourists’ behaviour. The categorisation is decided based on the length of the longest
continuous roaming period.

4.1.3.1 Test Data

The input records for each of the three IPs contain the following fields:
* mobile user pseudonym (128-bit UUID),
* mobile country code,
* mobile network code,

+ temporal distribution for roaming events, 4320-bit vector where each bit represents a one
hour time period, the bit is set if the mobile user was roaming in this network in that hour.

The 4320-bit vector covers an observation period of 180 days. The mobile user pseudonyms are
created in a pre-agreed manner such that each user has the same pseudonym in the three MNO
data sets.

A Python script is used to generate synthetic test data sets in various sizes. The mobile user
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pseudonym is picked uniformly, the mobile country code and network code are fixed for all
records. The temporal distribution of roaming events is generated based on the following rules:

* 10% of the roamers are long-term roamers, for any hour in the observation period, they
appear in at least one of the networks with 80% probability,

+ 20% of the roamers are border-residents, for any hour in the observation period, they appear
in at least one of the networks with 20% probability,

+ theremaining 70% are tourists who visit the country once for a period of 12 hours to 30 days,
during that period, they appear in at least one of the networks in 80% of the hours.

4.1.3.2 Algorithm description

The analysis aggregates the MNOSs' records by grouping them by individual users and computing
the bitwise OR of the bit vectors of each user. The resulting bit vector indicates time periods where
the user was roaming in at least one of the country’s mobile networks. Using this bit vector, the
analysis determines whether the user is a border resident, a tourist or a long-term roamer. The
categories are decided as such:

* auser is categorised as a long-term roamer if their combined bit vector consists of at least
50% ones,

+ auser is categorised as a tourist if the first and last day that they appear in the network are
at most 30 days apart,

+ the remaining users are categorized as border residents.

To find the first and last days that a user roamed in the networks, the hourly bit vectors are
aggregated into a daily bit vector, where a bit is set if the user appeared in one of the networks
in at least one hour of the day. The first and last set bit are found using an oblivious scan of the
daily bit vectors.

After the border residents and long-term roamers are filtered out of the aggregated data set,
histograms of the length of stay, date of arrival and date of departure are securely computed.

4.1.3.3 Results

The processing time of use case 2 can be found in Table 8 with additional data points illustrated
in Figure 3. To process 300K records, the implementation takes 32 minutes. The output of the
secure computation matches exactly with the expected output.

Table 8. UC-2 computation time in seconds, data size is the number of records in all three inputs
combined

Data Size 10 Gbit/s, 2 ms 1 Gbit/s, 2 ms 1 Gbit/s, 20 ms
300 5.9 6.0 32.0
3K 27.8 26.8 82.14
30K 204.4 210.1 586.4
300K 1897 (31 min 37 s) 2244 (37 min 24 s) 5008 (1 h 23 min)
3M 19442 (5 hours 24 min) 22759 (6 hours 19 min) 49744 (13 hours 49 min)
JOCONDE D5.1 Demonstration Prototype 1.0
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4.1.4 TEE overhead

The measurements performed up to this point in this section only measured MPC computations
inisolation, the MPC Engine was notembedded in a TEE. Since MPC computation is the bottleneck
in the performance of the System, clarifying it's performance characteristics is most important.
Measuring MPC without TEEs allowed us to more easily gather many data points on how MPC
scales.

To clarify the additional cost of embedding MPC within a TEE, we measure a few samples on
Intel TDX enabled hardware: once using TDX and Wireguard and once without. The hardware
profile of these measurements is described under LAB2 in Section 3.2. The network bandwidth
between nodes is 1 Gbit/s and RTT is 2 ms. Comparative results are in provided in Table 9. Note
that because of hardware differences, the earlier measurements done in LAB1 are not directly
comparable to the LAB2 results in Table 9.

Table 9. Use case computation time comparison between with and without TEE and Wireguard, mea-
sured using LAB2

uc Data Size TEE + Wireguard No TEE or Wireguard Change
UC-1a 100M 4215 (1 hour 10 min) 4367 (1 hour 12 min) -3.5%
UC-1a 20M 834.6 (13 min55s) 808.6(13 min 28,625s) +3.2%
UC-1b 2M 404.5 (6 min 45 s) 308.5 (5 min 9s) +31.1%

The Wireguard secure tunnel adds approximately 2 milliseconds to the round trip time between
computing parties, the increased latency affects different secure analyses differently. Also, Intel
TDX adds latency to memory accesses and disk I/0, the effect of this increased latency depends
on the secure analysis algorithm. Together, these aspects mean that there is not one constant
overhead to using TEEs but rather the overhead depends on the secure analysis. Still, the size of
the overhead is comparable to, for example, the effect of using different CPUs. The TEE overhead
does not invalidate the scalability results from the MPC only measurements.

4.1.5 Conclusion

The measurements performed in the scalability test case show that the prototype implementa-
tion of the System fulfils the scalability, security and functionality expectations. In use case 1a,
the prototype is capable of processing 100 million records in approximately one hour with pas-
sive security, the exact processing time depends on the network and hardware. The Data Plane
can be used to perform secure data analysis in the strictest possible security setting using the
shared3a protocol suite, though performance is slower by around two orders of magnitude com-
pared to passive security. The use cases demonstrate that the SecreC language can be used to
express complex data analysis workflows.
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4.2 TC-2: Functionality

TC-2 tests whether the demonstrator prototype can take a CT from specification through to result
delivery. It follows the five consecutive business processes from D1.2 Chapter 6 that summarise
the core workflow (P2.2, P2.3, P3.1, P3.2, P3.3 - see Section 3.1). The testing verifies the success
flow, whereas failure conditions (upload errors, timeouts, P3.4 emergency cleanup) are out of
scope.

All test data is synthetic. Test inputs were prepared in accordance with UC-1a (see Section 4.1.1),
sharing a common Algorithm and generated Input Data with TC-1. The scenario follows that of
the use case, in which there are two Clients: both of whom are IPs, but only one is the OP. This
information is prepared as a Computation Task Specification Core (CTSC) document, which acts
as the initial input to the test.

Tests were conducted in the environment I-MOT-LAB2-VM (see Table 4). All Service Nodes were
configured with pre-generated identities. The same test was repeated with both of the MPC En-
gine (see Section 2.4.1).

The subsections below are organised per process, for each process: the acceptance criteria de-
rived from D1.2 and the components under test are reported.

4.2.1 Process P2.2 Create CTS draft

In process P2.2, a Task Organiser sets up a new CT. The Task Organiser specifies the Algorithm,
chooses the MPC Engine, names the IPs, OPs and CPs, sets deadlines, and defines the task inputs
and outputs. The result of the process is a draft CTS.

The test uploads a valid CTSC document on behalf of Client A.

COMPONENTS UNDER TEST The Artefact Manager and Artefact Store are tested in their capability
to process and store locally sourced CT Artefacts.

ACCEPTANCE CRITERIA The test passes if the System accepts the document, assigns an UUID, and
stores the CTS in draft state at the Client Node.

4.2.2 Process P2.3 Consolidate CTS

Process P2.3 is where the draft from P2.2 is submitted to the other CT Consortium Members for
reviewing and signing, as well as to the SO for approval. The process continues until these pre-
requisites are fulfilled. At the tests conclusion, the CT Artefacts are forwarded to the Computing
Nodes and the corresponding infrastructure is provisioned.

This test immediately follows after the last one, it involves the following actions:
1. the previous draft CTS is submitted at Client A;
2. the CTS is signed at both Client A and B;
3. the signed CTS is approved at the Root Service Node.

COMPONENTS UNDER TEST The test verifies the functioning of the propagation mechanism which
delivers CT Artefacts and metadata to other Service Nodes. Three instances of Artefact Manager,
Artefact Store, and Node API Server are utilised for this - one for each Client Node and the Root
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Service Node. The System Policy Engine validates the CT Artefacts against a simple rule set as they
are submitted. After the approval is given, the propagation additionally involves the Node API
Servers and Deployment Controllers of the three Computing Nodes. The Deployment Controller
invokes a stub that confirms the receipt of the CTS without provisioning a real CT VM.

ACCEPTANCE CRITERIA The test passes when:
1. after submission, the CTS gets stored by the Root Service Node in the submitted state;
2. thereafter the CTS gets propagated to the Service Node of Client B;

3. (twice) after signing, the Computation Task Specification Addendum (CTSA) get stored at the
Root Service Node;

4. after its approval, the CTS gets stored in the approved state in both Client Nodes, the Root
Service Node, and all three Computing Nodes;

5. thereafter the Computing Nodes start infrastructure provisioning.

4.2.3 Process P3.1 Prepare and upload Input Data

P3.1 is where Input Data first enters the System. Each IP uses their Client Node to protect their
data and upload shares to the three CPs (D1.2 Section 6.5.1); data only ever travels in protected
form.

The test runs two upload rounds (one per IP). In one round, the IO Service is invoked with clear-
text Input Data on behalf of the IP. A round passes when every ?? stores its shares and the input
slot is marked ready.

COMPONENTS UNDER TEST IO Service (in two instances) is tested in several respects:

1. connecting to three CT VMs, running the remote attestation, and requesting to start the
upload procedure;

2. ingesting the CTS and invoking the MPC Engine upload activation (client side) with the rele-
vant parameters;

3. feeding the Input Data to the MPC Engine.
The Computation Task Orchestrator (three instances) is tested in:

accepting and validating requests’ in relation to the CTS and current state;
invoking the MPC Engine upload activation (server side) with the relevant parameters;

wn o=

directing the Protected Input Data from the MPC Engine to storage;
4. marking the Data Slot (Slot) as present;

The TEE Gateway (three instances)is involved in the test by handling the remote attestation in the
CT VM and subsequently mediating requests to the Computation Task Orchestrator. Wireguard
is used to secure traffic between the MPC Engine client side and server side instances during
upload.

ACCEPTANCE CRITERIA This test passes when OPs receive their Output Data that matches with
expected output, requiring the subsequent processes P3.2 and P3.3 to succeed.

'Client authentication is mocked; authorisation is real.
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4.2.4 Process P3.2 Perform computation

Once both uploads from P3.1 are complete, the System runs the Algorithm specified in the CTS
across the distributed MPC infrastructure. No single CP sees another party’s input in the clear
(D1.2 Section 6.5.2).

COMPONENTS UNDER TEST All three Computation Task Orchestrator instances must automatically
advance into the execution state, invoke the MPC Engine execution activation, and supply it with
the Protected Input Data from P3.1. The MPC Engine instances run the Algorithm and write out
the Protected Output Data to the designated path. The Computation Task Orchestrator instances
transition into the output pending state.

ACCEPTANCE CRITERIA The test passes when OPs receive their Output Data that matches with
expected output, requiring the subsequent process P3.3 to succeed.

4.2.5 Process P3.3 Retrieve Output Data

P3.3 closes the loop of the core workflew (D1.2 Section 6.5.3). The OPs download their resulting
Protected Output Data from the CPs and reconstruct it into Output Data in their Client Node.

Thetest checks that received Output Data matches the expected reference value. After all outputs
have been retrieved the CT enters its finalisation state and protected data is deleted.

COMPONENTS UNDER TEST This process utilises the same components as P3.1 - the IO Service,
Computation Task Orchestrator, TEE Gateway, MPC Engine, and Wireguard. The components now
handle the download path, transmitting output shares from the CT VM to the Client Node.

ACCEPTANCE CRITERIA The test passes when the reconstructed outputs match the expected result
for both OPs. When the test passes, tests for P3.1 and P3.2 are also considered passed.
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4.3 TC-3 Usability
4.3.1 Conducting end-user testing

The objective of this usability test is to gather feedback from end users, identify issues and vali-
date whether users can navigate the demonstrator to execute the core workflow (processes P2.2
to P3.3) without significant difficulty.

The test is conducted as an in-person qualitative evaluation facilitated by a moderator. The test-
ing session employs the think-aloud protocol: participants verbalise their thoughts and reason-
ing while performing the tasks. The moderator observes and documents the users’' behaviour,
feedback and any issues encountered during the test.

The end-user group comprises of at least six representatives from different National Statistical
Institutes (NSIs) and representative of the SO. The NSI representatives are divided into two three-
person groups. Each group forms a Computation Task Consortium (CT Consortium) with one
person acting as the Task Organiser and fulfilling the first IP role, the second person fulfilling
the second IP role, and the third person fulfilling the OP role. The SO representative executes
the SO functions. Each end user must be provided with an operational and accessible Service
Node instance. End users are expected to operate on the valid certificate chains (referred to as
certificates in TC-3). The Ul is accessed via a web browser. At least three Computing Nodes must
be deployed and operational before the test.

The test follows the sequence below.

1. The moderator explains the aim and setup of the test.

2. The CT Consortium discuss the problem to-be-solved. During the discussion, they choose the
MPC Engine manifest and specify the Algorithm (the moderator provides each group with the
manifest and the code to-be-specified in the CTS).

3. End users decide who will fulfil the IP and OP roles.

4. Upon the discussion, each Client send and receive the certificates via the out-of-bound me-
dia. The moderator sends the certificates of the CPs to the Clients.

5. Each Client adds the received certificates to the system under test and verifies the finger-
prints.

The Task Organiser creates, drafts and submits and CTS.

Each Client creates the authentication key and submits the signature.

o N o

The SO reviews and approves the CTS.

9. The IPs submit Input Data.
10. The CPs execute the CT (the execution can be mocked).
11. The OPs downloads Output Data.

The usability test is considered successful if the end users manage to execute the entire workflow
without problems that would require the moderator to interrupt the session to aid with the flow
execution. Participants must be able to complete the workflow autonomously and with minimal
confusion.

4.3.2 Demonstrator capabilities and workflow

The UI of the demonstrator consists of three main pages.
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ADDRESS BOOK. Gives an overview of the trusted Service Nodes. Each entry corresponds to a
trusted Service Node and displays its common name, shortened hash of the certificate (finger-
print) and associated roles. The page functionalities are covered in Section 4.3.2.1.

AUTHENTICATION KEYS. Lists the Asymmetric Authentication Key Pairs created for the CTs. Each
row contains CT UUID, authentication key name, host common name and Base64-encoded public
key. The page is informational and does not provide any other functionalities.

COMPUTATION TASKS. The home page of the demonstrator. Gives an overview of the CTs and pro-
vides functionalities for CTS creation, editing and signing, Input Data uploading and Output Data
downloading. Each row corresponds to one CT and contains title, shortened description, CTS au-
thor, CT status, number of validation errors, and date of the last change. CTs can be sorted by
all aforementioned properties either in ascending or descending order by clicking the relevant
headers. By default, CTs are ordered by the last change date, starting with the most recent. The
page functionalities are covered in Sections 4.3.2.2 to 4.3.2.6.

Having given the brief overview of the UI, we detail front-end usage to execute the processes
from TC-2. Only the normal workflow is tested; failure scenarios are out of scope.

4.3.2.1 Address Book entry adding

Navigate to the Address Book using the menu on the left. An example of the Address Book page
is depicted in Figure 4. Adding an entry to the Address Book is required to treat a particular
Service Node as trusted one. When drafting a CTS, only trusted Service Nodes can be chosen as
IP, OP or CP. To add one or multiple entries to the Address Book, respective certificates are to be
uploaded.

1. Click the button Upload Certificates on top of the page and choose the certificate files. New
entries will be added to the Address Book.

2. Hover the fingerprint box to view the long version of the hash or copy it by clicking the rele-
vant button nearby.

3. Click the eye icon to explore the certificate details, such as common name, hash, e-mail ad-
dresses, issuer, roles and validity period. The same details can be viewed for each certificate
from the chain by clicking the common name field and choosing another node in the opened
menu.

4. If needed, the certificate can be downloaded or deleted by clicking the relevant buttons.

4.3.2.2 CTS drafting

1. Navigate to the Computation Tasks page click the Add Computation Task Specification button.
A draft CTS will be created.

2. Click the row of the draft CTS. The section with empty fields of the CTS will be displayed.
At any time, changes in a draft can be either cancelled or saved by clicking the appropriate
button at the bottom of the CTS. Beginning of the CTS form is depicted in Figure 5.

3. Fill in the general details such as title (single-line) and description (multi-line).

4. Specify the computation details such as manifest and algorithms by clicking the respect-
ing buttons and uploading the relevant files. Upon uploading, the preview will be displayed
among with the hash of the content. Hover the code preview box to reveal additional buttons
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that enable file reuploading or content-specific actions such as viewing in a new tab, copying
to clipboard, downloading as a file or deleting.

5. Define the CT Consortium, selecting the Clients from the address book. Click the button Select
Clients, tick checkboxes with the relevant Clients and confirm the choice. Table with selected
Clients will be displayed. It contains common name with certificate fingerprint and enables
to view or download certificate from the same page. If needed, delete Clients individually by
clicking the delete button next to the entry or redefine the CT Consortium by hovering the
table and selecting the Clients once again.

6. Click the button Add Computing Party to individually add CPs from the address book. Specify
TEE technology and measurement to be used for this CP and confirm the choice. A similar
table as for CT Consortium but with the selected CPs will be displayed. The table also contains
TEE technology and measurement and enables to edit them. Hover the table and click the
revealed button to add more CPs as needed.

7. Specify inputs and outputs.

a. Click the button Add Input Specification or Add Output Specification. An empty specification
will be displayed.

b. Specify the key of the input or output. The key should match with the reference of the
respective input or output used in the Algorithm.

c. Fill in the data types. Multiple types can be separated with whitespace, comma or semi-
colon but ensure that data ordering is respected and that types are specific to the chosen
MPC Engine.

d. Choose the parties among the ones defined in the CT Consortium. In case of an input
specification, optionally upload a data quality algorithm. Once uploaded, the code preview
box will be displayed providing the same functionalities as described earlier.

More input and output specifications can be added by hovering the respective section and
clicking the revealed button. If needed, delete the specification using the button next to the
unwanted one. Each entry can be collapsed or expanded by clicking either the arrow button
or the specification row itself.

8. Fill in the temporal specification. The approval, setup, input and output deadlines must be
set. To set a deadline, click the calendar icon to open date picker and select appropriate date
and time.

9. Once the CTS is ready to be submitted, click the button Save and Submit. The CTS will be made
read-only. If the CTS is not yet ready for the submission, click the button Save to persist the
current state and come back to it later.

4.3.2.3 CTS consolidation

After a valid CTS has been submitted, the CT Consortium will receive it, and each CT Consortium
Member will be required to review and sign it.

1. Click the received CTS accompanied with an exclamation mark icon to expand the received
CTS. The CTSA form will be displayed (Figure 6).

2. Carefully review the CTS and ensure it is appropriate to be signed.

3. Select an authentication key for each input and output specification where the authentication
keys field is visible. If no authentication keys exist, create a new one by clicking the button
Create Authentication Key under the field. Once created, the newly created key will be available
for selection - select it.

JOCONDE D5.1 Demonstration Prototype 1.0
15.05.2026 33/43



D-16-1232
Public

Data Specification

Input Specifications

~ Input Specification No. 1
E Key
inl
g Data Types
O uint64
Input Parties
Statistics Verdantia
Authentication Keys
+ CREATE AUTHENTICATION KEY
v Input Specification No. 2
Output Specifications
v Output Specification No. 1
Temporal Specification
Approval Deadline Setup Deadline
1 January 2075 at 00:00 8 January 2075 at 00:00
Input Deadline Output Deadline
15 January 2075 at 00:00 22 January 2075 at 00:00

0] pupLICATE ‘ & SIGN

Figure 6. UI of the CTSA form.

4. Sign the CTS by clicking the respective button.

The SO will be able to see the submitted Public Authentication Keys (PAKs) under each input and
output specification. Once all CT Consortium Members have signed the CTS, the SO's approval
is required in order to proceed with the CT. The SO must carefully review the CTS and click the
button Approve at the bottom of the section.

4.3.2.4 Input Data uploading

Once the CTS is approved, each IP is required to submit their Input Data.
1. Expand the CTS accompanied with an exclamation mark icon.
2. Scroll down to the input specifications (part of the Data Specification section).

3. Select the file corresponding to the input specification. The filename and size of the cho-
sen file will be displayed (see Figure 7a). If necessary, the file can be deleted or reuploaded.
When ready, click the Submit Input Data button. Repeat this step for each applicable input
specification.

4.3.2.5 Computation execution

Computation begins when all required Input Data has been retrieved. As the Telemetry Manager
is not implemented, Computation execution cannot be monitored using UI.
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Figure 7. UI of Input Data uploading and Output Data retrieval.

4.3.2.6 Output Data retrieval

When Computation is finished, each OP is required to download their Output Data.

1. Expand the CTS accompanied with an exclamation mark icon.

2. Scroll down to the output specifications (part of the Data Specification section). See Figure 7b

for an example.

3. Download Output Data by clicking the button Download Output Data at the bottom of output
specification. Repeat this step for each applicable output specification.
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5 Test Results and takeaways

SCALABILITY RESULTS The performance measurements of test case 1 are concluded as such:

* in the passively secure setting, 100 million records can be processed in 54 minutes in a LAN
setting, in 1 hour and 18 minutes in a 10x slower network setting,

+ the additional cost of full threshold active security is two orders of magnitude, processing
2 million records took 4 hours and 10 minutes in a LAN setting, 10 hours and 22 minutes in
the slowest network setting,

* increasing the complexity of the secure analysis algorithm increases processing time by one
order of magnitude,

+ processing time scales roughly linearly with data set size,

+ layering TEE protection over MPC increases processing time by a small overhead that de-
pends on the secure analysis algorithm, for passively secure UC-1a, the overhead is smaller
than the measurement error.

The measurement results show that the prototype meets the scalability target set at the project
onset.

The test case demonstrates that the System can be used to perform various statistical analyses
with the data volumes expected in real world deployment. The programming interface used to
implement the use cases is flexible enough to be configured with different security settings and
allows for expressing complex data analysis algorithms. In conclusion, the benchmarking results
show that the operational System will meet the demands of official statistics.

WHAT THE TESTING DID NOT YET PROVE There are a number of gaps separating the testing of the
prototype from giving an assurance of viability to the production System. Management Plane
aspects such as governance, operations, and dynamicity were left unexplored by the test cases.
In all cases the scope of testing was bounded to a static deployment, simulating the System in a
ready-state.

In functional aspects, gaps are expressed by the component fidelity table (Table 1) and the inte-
gration deviation matrix (Table 2). Several of them do not bear significant implementation risk,
like User authentication, Email notifications, or object storage, as they have well known solutions
and do not need explicit proof to assert their viability. A selection of high risk items which were
not addressed in the initial testing are as follows:

+ Cloud integration with automated provisioning and teardown. Operationalising the pack-
aging and distribution of CT VM images in formats that are compatible with major cloud
platforms and their TEE offerings remains an open topic.

* Failure resilience, e.g. dynamic network conditions.

+ Providing observability and auditing capabilities to CTs. CT Telemetry, the main enabler of
the two, was not implemented for the prototype.

+ Integrations with high-level data formats for Input and Output Data. A key element of user
interaction thatis the uploading and downloading of data currently requires conversion to an
MPC Engine specific format. This procedure should be internalised into the System to reduce
friction, providing the user with an intuitive interface that accepts CSV or other commonly
accessible data representations.
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NExT STEPS The following work items are ordered roughly by dependency and impact. Items
higher on the list are prerequisites for, or substantially derisk, items lower on the list.

1.
2.

Authentication and identity management. Prerequisite for all downstream security claims.

Integration with at least one cloud platform. Needed for multi-site deployment, which is
the intended production topology.

. Common data representation and object storage. Needed to lower the barrier for Client-

side adoption and to support concurrent computations at scale.

. Telemetry and error handling. Needed for operational trust and to satisfy the execution

transparency requirements in D6.1.

Dynamic network configuration. Needed for multi-tenant operation and to enforce the
intended network security boundaries.

Management Plane scoping and initial implementation. Needed for governance. Can
proceed in parallel with items 1-5.

Formal end-user testing with ESS statisticians. Needed for usability validation. Depends
on items 3 and 4 to provide a deployment that non-developers can meaningfully evaluate.
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Glossary

Algorithm
Function(s) applied to the Input Data to produce Output Data, detailing the exact analysis to
be executed by the CT. Part of the CTS

Asymmetric Authentication Key Pair
This Key Pair is used by a Data Custodian to interact with a CT. The public key is signed by the
Asymmetric Signing Key Pair of the parent and stored as a Public Key Certificate (PKC)
Asymmetric Signing Key Pair
Key Pair identifying a Service Node. Users with the Task Organiser role in a Service Node can
use this key pair to sign CTSAs

Client
A System Member using the System to perform CTs in role of IP or OP

Client Node
Service Node of the Client

Computation
Execution of the CT

Computation Task (CT)
A coordinated activity governed by a contract where CPs process Restricted Data from IPs to
deliver a specific result to OPs through the use of Secure Private Computing (SPC) technolo-
gies

Computation Task Artefacts (CT Artefacts)
Any data which is part of the CTS or related to its lifecycle, except Input Data, Interim Data,
Output Data. This includes, for example, an explanation for rejection when the SO rejects a
CTSA, the CT VM addresses, or the current execution state of the respective CT.

Computation Task Consortium (CT Consortium)
Collaboration between the stakeholders who fulfill the IP and OP roles in a given CT

Computation Task Log (CT Log)
Logs concerning a specific CT, e.qg. its state changes and any logging output produced by the
Algorithm itself

Computation Task Specification (CTS)
Definition of a CT including (among other details) a human-readable description, the cor-
responding computation Algorithm, data-model, identities of all CT Consortium Members,
involved CPs, Users and assignment of roles. CTS is first created as a draft and after signing
by relevant parties becomes a signed CTS

Computation Task Specification Addendum (CTSA)
Document containing information supplementary to a CTS regarding CT Consortium Mem-
ber-internal role assignment

Computation Task Specification Core (CTSC)
Document containing the core details of a CTS, i.e. including everything but the CT Consor-
tium Member's internal role assignment information

Computation Task Telemetry (CT Telemetry)
Message streams carrying real time information about the deployment and runtime of CTs.
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Produced at the Computing Node, it provides general observability and monitoring to the
SO and Clients

Computation Task Virtual Machine (CT VM)
A TEE-based virtual machine provisioned to host the functions of one CT at one CP

Computing Node
Service Node of the CP

Computing Party (CP)
An independent System Member who owns, operates or otherwise provides a Computing
Node for hosting CTs

Control Plane
The Plane for the planning, deployment, and coordination of CTs

CT Consortium Member
One partner organisation (either IP or OP) in the CT Consortium

Data Analyst
Individual who processes Output Data

Data Custodian
Individual who carries out the preparation and submission of Input Data

Data Plane
The Plane encompassing any operation on Restricted Data

Data Slot (Slot)
Reference designator for data elements in a CT; subject to access control and data lifecycle
rules

Eurostat
The statistical authority of the European Union (EU)

Input Data
The pre-existing data used as input fora CT

Input Party (IP)
Client who uploads Input Data for a CT

Interim Data
The temporary data created during CT execution and not included as output of CT

JOCONDE Project (Project)
the project "JOCONDE" launched in cooperation between Eurostat and Cybernetica AS to de-
velop a detailed set of specifications for the envisioned System and to demonstrate its feasi-
bility through the implementation of a prototype version based on these specifications. For
more information, please see the JOCONDE website in the Internet: https://cros.ec.eu
ropa.eu/joconde/

JOCONDE Solution (Solution)
Subject of the JOCONDE Project (Project); an ICT solution together with supporting processes,
agreements and policies implementing the MPSPCaa$S concept, whereby ESS members and
their partners could perform on-demand SPC tasks on their respective data without sharing
it in intelligible form, neither with each other nor with an external Trusted Third Party (TTP)

JOCONDE System (System)
A deployable ICT system, part of the Solution that employs SPC technologies to enforce poli-
cies set forth by the Solution
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Key Pair
One of the following, context dependent: (1) The Asymmetric Signing Key Pair which identifies
a service node, or (2) the Asymmetric Authentication Key Pair of a data custodian

Management Plane
The Plane for System management and auditing activities

MPC Engine
An abstraction layer for a software component to plug-in MPC implementations from differ-
ent System Vendors

Multiparty Secure Private Computation-as-a-Service (MPSPCaaS)
MPSPCaas is a model where a shared MPSPC infrastructure is developed and operated by a
network of institutions and made available to users on demand as a service

Output Data
The new data resulting from a CT

Output Party (OP)
Client who downloads Output Data from a CT

Plane
Top-level conceptual element of the System that categorises responsibilities and functionality

Protected Input Data
A secret-shared version of the Input Data. This protection is applied at the IP

Protected Output Data
A secret-shared version of Output Data

Public Authentication Key (PAK)
The public key of the Asymmetric Authentication Key Pair. Used within the CTS to grant data
upload or data download permissions to Data Custodians

Public Key Certificate (PKC)
This certificate contains the public key of the Asymmetric Signing Key Pair of a Service Node
as well as additional meta information to identify the Service Node. It is signed by the Asym-
metric Signing Key Pair of the parent Service Node

Restricted Data
Input Data or Output Data that must be kept secret from other System Members and third
parties due to regulatory (e.g. data protection or confidentiality requirements) or other rea-
sons

Root Service Node
The Service Node of the SO

Secure Multiparty Computation (MPC)
Technique for evaluating a function with multiple parties so that the agreed party learns the
output value but not each other’s inputs

Service Node
A server which is hosting System components, offering a concrete set of functionalities to
other Service Nodes and Users. Usually further classified by its main role: Root Service Node,
Client Node, Computing Node

System Log
Logs that transcend any specific CT
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System Member
Legal persons or other entities with autonomous information systems who have been ac-
cepted by the SO to interface with the System in role of IP, OP, or CP

System Operator (SO)
Eurostat (European Commission) within the capacity to manage membership and coordinate
communication between System Members

System Vendor
An entity that, in cooperation with the SO, delivers components (Service Node, MPC Engine)
that make up the System

Task Organiser
Role of Users of a Client who lead the creation of CTSs within their organisation. There can
be more than one Task Organiser per Client to allow to cover in the case of absence. A Task
Organiser is often an Data Analyst as well

Trusted Execution Environment (TEE)
An input privacy technique based on specific CPU extensions

User
Natural person authorised by a Client to use the System
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List of deliverables

Work in the JOCONDE Project is divided into six tasks, each producing one or more deliverables.
The following list provides an overview of all project deliverables. The items in grey font refer
to interim versions and should be considered as deprecated. All final deliverables are publicly
available from the project page https://cros.ec.europa.eu/joconde.

+ Task 1 - Usage scenarios and system requirements

- D1.1 Usage Scenarios and System Requirements - Interim version (deprecated)
- D1.2 Usage Scenarios and System Requirements - Final version

+ Task 2 - Technology analysis
- D2.1 Technology Survey and Analysis
+ Task 3 - Legal aspects

- D3.1 Legal Analysis
- D3.2: Part I - Governance Templates
- D3.2: Part IT - Data Protection Impact Assessment Template

+ Task 4 - System specifications and architecture

- D4.1 System Specification and Architecture - Interim version (deprecated)
- D4.2 System Specification and Architecture - Revised version (deprecated)
- D4.3 System Specification and Architecture - Final version

+ Task 5 - Demonstrator prototype and functional testing

- D5.1 Demonstration Prototype, Test Cases and Test Results (this document)
* Task 6 - Trust building plan

- D6.1 Trust Building Plan
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